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Abstract 

The growing digital finance cross-border ecosystem has made it harder to spot financial crimes 

within high-frequency flows of SWIFT messages. The traditional batch-oriented Anti Money 

Laundering (AML) system is usually inefficient for real-time regulatory compliance due to its 

high false-positive rate and high detection latency. This work introduces a novel streaming 

machine learning (ML) system that includes Apache Kafka based data ingestion, sliding 

window based feature aggregation, and an ensemble of heterogeneous models (Isolation 

Forest, Autoencoder Neural Networks, Graph Neural Networks (GNN), and Gradient 

Boosting) to identify transactions as anomalous at sub-50 millisecond latency. The proposed 

architecture is tested with a dataset of 2 years of cross-border transactions, comprised of 3.5 

million annotated SWIFT MT103 and MT202 messages, on a purpose built test infrastructure. 

The ensemble model outperforms individual baseline models with an AUC-ROC = 0.981, F1 

= 0.925 and a precision = 0.932 on a held-out test set. When the sliding window aggregation 

module or the GNN component is removed, the results of an ablation study show that these two 

modules are uniquely needed to achieve the best performance (ΔAUC = −0.047 and ΔAUC = 

−0.023, respectively, on removing the sliding window aggregation module or the GNN 

component). Scalability tests show mean processing time of less than 50ms for up to 16,000 

transactions per second (TPS). It is written to meet the FATF Recommendation 16, EU AMLD6 

directives and Basel III correspondent banking guidelines, and is a solution that financial 

institutions under strict real time AML requirements can deploy. 

 

Keywords: anomaly detection; SWIFT transactions; streaming machine learning; anti-money 

laundering; cross-border payments; graph neural networks; Apache Kafka; real-time 

compliance. 

 

1. Introduction 

According to the Society for Worldwide Interbank Financial Telecommunication (SWIFT) 

network, the volume of cross-border payments surpassed USD 150 trillion in 2021 and over 42 

million payment messages were sent and received daily by more than 11,000 financial 

institutions in more than 200 jurisdictions [1]. With this large volume of transactions, it is easy 

to see how money laundering (ML), terrorist financing (TF), and other financial crimes can 

flourish, running at a cost to the global economy of 2-5% of annual GDP [2]. Financial 

regulators like the Financial Action Task Force (FATF), the European Banking Authority 

(EBA) and the Office of Foreign Assets Control (OFAC) have increasingly made compliance  

requirements more stringent, forcing financial institutions to adopt comprehensive, real-time 

AML surveillance systems [3]. 
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Traditional AML systems are based on rules-and-regressions based on the analysis of pre-

defined thresholds, including transaction size, jurisdiction of the sender, and counterparty risk, 

and matching them with static watchlists [4]. These systems are easy to use but have known 

limitations such as false-positive rates of often over 95%, which require significant compliance 

costs and cause loss of valuable investigator resources from false alarms to real suspicious 

activity [5]. In addition, they have batch-processing systems that can detect funds in hours to 

days, which is unacceptable because illicit funds can flow through several correspondent 

banking chains in minutes using layering techniques [6]. 

 

Machine learning is becoming a revolution in AML, in which it can model the complex and 

non-linear patterns of transactions that are not possible to model by hand-made rules [7]. Some 

of the supervised methods such as random forest, gradient boosting and deep neural networks 

perform better on labeled transaction datasets with regard to recall and precision [8]. Isolation 

Forest and Autoencoder Neural Networks are among the unsupervised methods that are 

especially useful in AML scenarios where labeled fraud instances are limited and there exists 

concept drift [9]. More recently, Graph Neural Networks (GNNs) have been used to model 

inter-bank transaction networks, which have a relational topology that can capture structural 

anomalies – not visible to feature-vector based classifiers [10]. 

 

Although these advances have been made, most work on ML-based AML studies has been 

performed using models in offline mode or under batch scenarios, and there is a critical lack of 

streaming deployment. Real-world SWIFT environments require fast response times: SWIFT 

gpi Tracker ensures same day settlement for 75% of transactions; this means that the ML 

architecture needs to work under very tight latency service-level agreements (SLAs) [11]. 

Further, data modalities vary across the border: there is structured financial metadata (amount, 

currency, BIC codes), and semi-structured SWIFT message fields; there are also graph-

structured correspondent bank relationships, which must be processed under streaming 

constraints with features engineered in many different ways [12]. 

 

The following are three main contributions of this paper that help address the above gaps. First, 

we create a full streaming ML pipeline using Apache Kafka and Apache Flink to ingest, pre-

process and score SWIFT transactions in real-time. Second, we introduce a novel architecture, 

which integrates different model families, whose complementary error profiles result in 

significantly enhanced detection performance: density-based anomaly detectors, 

reconstruction-error models, graph-structural classifiers, and discriminative boosting 

classifiers. Third, we perform a thorough empirical study on a large-scale, real-world-

proximate SWIFT dataset, including ablation studies, scalability analyses and regulatory 

compliance mapping. 

This paper continues with the following structure: A review of related work is included in 

Section 2. The dataset and the problem formulation are given in section 3. The framework 

proposed is described in Section 4. The experimental setup and results are described in section 

5. Discussion and limitations are given in Section 6. Section 7 concludes. 

 

2. Related Work 

 

2.1 Rule-Based and Statistical AML Systems 

Previously, AML monitoring systems were solely based on rules defined by experts that 

encoded AML typologies such as structuring (smurfing) detection based on amount splits 

below threshold and fast successive transactions [4]. Verhage [13] offered a socio-legal 

examination of the development of the codification of the AMLD requirements from informal 

banker judgement to formal transaction monitoring obligations. Although transparent and 
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auditable, rule-based systems are rigid and cannot keep up with changing laundering typologies 

without manual reconfiguration, and create huge false-positive workloads for compliance 

teams [5]. 

Early data-driven improvements were made through statistical methods like Benford's Law 

conformity testing [14] and peer-group analysis based on behaviour baselines. However, these 

methods make the assumption of relatively stationary data distributions and cannot account for 

the complicated multi-hop fund movement patterns that are typical in today's layering schemes 

and operate across multiple correspondent banking jurisdictions [6]. 

 

2.2 Utilizing machine learning to identify AML and fraud 

Supervised ML methods have been systematically used for financial crimes detection. On 

credit card fraud datasets that are highly imbalanced, Chen et al. [8] showed that gradient 

boosting classifiers (XGBoost) perform better on terms of AUC-ROC than traditional decision 

tree ensembles. They also presented their results on the use of SMOTE based oversampling for 

class imbalance, which directly relate to the AML datasets that contain less than 1% of 

confirmed suspicious transactions. Zanin et al. performed experiments to compare logistic 

regression, random forests and neural networks in detecting TBM, and concluded that ensemble 

methods always perform better than individual-model approaches [15]. 

A major application of AE NN is anomaly detection in financial transaction networks without 

supervision. To identify the journal entry information in the books of accounts that is 

fraudulent, Schreyer et al. [16] used a deep AutoEncoder network on the accounting journal 

entry data to find high reconstruction error records whose reconstruction representations are 

different from those they learned. This reconstruction-error paradigm has proven to be well 

suited for AML due to the absence of a requirement for labelled fraud samples for training, 

which is a longstanding challenge in AML compliance. 

 

2.3 Graph-Based Methods for Financial Crime Detection 

The network structure of the inter-institutional transfers of funds is rich in information to 

support AML. Pareja et al. [17] proposed EvolveGCN, a dynamic graph convolutional 

framework capable of adaptively learning graph neural network weights over time, and used it 

to adaptively learn parameters for evolving financial transaction graphs. Weber et al. [18] 

released the Elliptic dataset—a large-scale Bitcoin transaction graph with ground-truth labels 

of illicitness—and showed that graph convolutional networks significantly outperform feature-

only classifiers by learning patterns in the neighbourhoods of graph nodes that capture the 

structural characteristics of illicit transactions. Liu et al. [19] proposed a heterogeneous graph 

attention network to model both transactional and institutional relationship edges - extending 

GNN-based approaches to SWIFT-like interbank settlement networks. 

 

2.4 Streaming Machine Learning and Real-Time Processing 

Anomaly detection for streaming data poses unique challenges as compared to offline learning: 

concept drift, limited processing time per instance and need for an online model update [20]. 

Gomes et al. [21] gave a complete survey of streaming ML algorithms, with a focus on 

Adaptive Random Forests and Hoeffding Trees, which are state-of-the-art algorithms for 

evolving data streams that are non-stationary. In the field of fraud detection, Dal Pozzolo et al. 

[22] discussed the problem of feedback delay for real-time credit card fraud detection, where 

ground truth labels only become available after a while, and suggested a time-delayed feedback 

model where classifiers are incrementally updated as ground truth labels appear. The learnings 

from these directly inform the design of our online learning module of the framework. 

 

2.5 Research Gaps 



1827 Real-Time Anomaly Detection In Cross-Border SWIFT Transactions: A Streaming ML 

Framework For Global AML Compliance 

Migration Letters 

Based on a systematic literature review, three major gaps are identified: (i) the majority of 

AML studies so far are assessed in an offline environment while few studies consider the 

constraints of deployment in a streaming setting; (ii) AML datasets, which are specific to 

SWIFT, are limited; (iii) multi modal AML ensemble approaches, combining density-based, 

reconstruction-based, and graph structure based anomaly signals, have not been studied in 

detail. This paper tackles directly all three gaps. 

 

3. Dataset and Problem Formulation 

 

3.1 Dataset Description 

The experimental data includes 3,500,000 SWIFT MT103 (Customer Credit Transfer) and 

SWIFT MT202 (General Financial Institution Transfer) messages received from a consortium 

of five mid-tier banks in the international banking system that are processing compliance 

research. Data presented is between January 2019 and December 2021. Two sources of ground 

truth anomaly labels were used: (i) SARs submitted to national Financial Intelligence Units 

(FIUs) and analyzed by cross reference to FinCEN public advisories, and (ii) manually review 

of flagged transactions by certified AML specialists. All together 17,645 transactions (0.504%) 

were flagged as suspicious, including structuring, layering, integration and trade-based money 

laundering. The data partitioning and the key statistics are summarized in Table 1. 

 

Table 1. Dataset Overview and Partitioning Statistics 

Attribute Description Training Set Validation 

Set 

Test Set 

Total 

Transactions 

SWIFT 

MT103/MT202 

messages 

2,450,000 350,000 700,000 

Anomalous 

Cases 

Confirmed 

suspicious 

transactions 

12,348 

(0.50%) 

1,766 (0.50%) 3,531 (0.50%) 

Time Span Calendar 

duration of data 

2019–2020 2021 (H1) 2021 (H2) 

Currency 

Pairs 

Distinct ISO 

4217 pairs 

147 142 150 

Originating 

Countries 

ISO 3166-1 

country codes 

63 58 61 

Beneficiary 

Countries 

ISO 3166-1 

country codes 

71 66 69 

Message 

Types 

SWIFT message 

format codes 

MT103, 

MT202, 

MT202COV 

Same Same 

Features 

Extracted 

Engineered 

feature 

dimensions 

42 42 42 
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Class 

Imbalance 

Ratio 

Majority: 

Minority class 

199:1 199:1 199:1 

Ground-

Truth Source 

Labelling 

authority 

FinCEN SAR 

+ Manual 

Review 

Same Same 

 

Note: SAR = Suspicious Activity Report; FinCEN = Financial Crimes Enforcement Network. 

 

3.2 Feature Engineering 

There were four categories to which forty-two features were engineered from raw SWIFT 

messages. These are transactional features such as log transformed amount, currency pair 

volatility index and message type indicator. (2) Temporal features include the hour-of-day 

percentile, day-of-week anomaly score and time-zone difference between the sender and the 

beneficiary. (3) Relational features represent information about how much time the sender and 

receiver of a transaction spend together in the previous 24 hours, beneficiary account age, and 

the length of the correspondent banking chain. (4) Risk-contextual features include FATF 

jurisdiction risk scores, proximity (BIC-level) to UN sanctions lists and the country-pair risk 

index delta (the absolute difference in FATF mutual evaluation scores between originating and 

receiving country) [3]. 

 

3.3 Problem Formulation 

Suppose there is a stream of SWIFT transactions, T = {t₁, t₂, …, tₙ} where each transaction tᵢ = 

(xᵢ, yᵢ) comprises a feature vector, xᵢ ∈ ℝ⁴², and a binary label, yᵢ ∈ {0, 1}, with yᵢ = 1 indicating 

an anomalous (potentially illicit) transaction. The goal is to develop an actual anomaly 

probability score sᵢ = f(xᵢ) within a time constraint Δt (in this case, within 50 ms per transaction), 

which achieves a maximum area under the precision-recall curve (AUC-PR), on a held-out test 

set T_test. The 50ms constraint is taken from the SWIFT gpi compliance guidelines for 

integration in real-time monitoring [11]. 

 

4. Proposed Streamed ML Framework 

As suggested in the proposed framework shown in Figure 1, the whole framework is divided 

into four functional layers namely: (i) Data Ingestion, (ii) Pre-processing and Feature 

Extraction, (iii) ML Detection, and (iv) Decision and Alert Generation. It is deployed with 

Apache Kafka 3.1 as the message broker, Apache Flink 1.14 as the stateful stream processor, 

and TensorFlow Serving for providing inference of neural networks at low latency. 

 

Figure 1. Proposed Real-Time Streaming ML Framework Architecture for SWIFT 

Transaction Anomaly Detection. Layers from top to bottom represent data flow stages 

from ingestion through alerting. 
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4.1 Data Ingestion Layer 

Normalised JSON payloads are published to dedicated Kafka topics, each of which is a 

partition by BIC code of the sender of the SWIFT message, through a custom connector that 

consumes SWIFT messages from the SWIFT Alliance Gateway. Partition-level ordering 

ensures the temporal consistency of the sequences of transactions per institution that are 

necessary for window aggregation. A schema validation microservice is used to ensure that the 

message standards are followed in SWIFT and records that are not in the correct format are 

sent to a dead letter queue for manual review. In all cases, the ingestion layer sustained 

throughput of 35,000 messages per second with latencies less than 8 ms at 99th percentile 

during benchmarking [20]. 

 

4.2 Pre-processing and Feature Extraction Layer 

The DataStream API of Apache Flink runs 5 parallel processing pipelines. (i) Normalisation 

and encoding converts continuous features to z-score standardisation and categorical features 

to one-hot encoding with vocabulary tables, which are precomputed from the training corpus. 

For missingness in features (ii), the data is missing using a k-nearest-neighbour strategy for 

missingness rates below 5% and finally median imputation for higher missingness. (iii) Sliding 

window aggregation: A 1-hour/24-hour summary of mean, standard deviation, count per 

sender-receiver pair is computed and stored in Flink state stores for durability on RocksDB. 

(iv) Graph-based entity mapping builds an in-memory transaction graph incrementally, which 

provides neighbourhood-level degree centrality and clustering coefficient features [19]. (v) A 

feature cache layer with 10 minute TTL minimizes recomputation overhead for repeat 

transactions. 
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4.3 ML Detection Layer 

The 42-dimensional feature vectors are extracted and four base models are run in parallel. 

Isolation Forest: The 200 binary Isolation Trees are trained on the entire training corpus, 

yielding fast, parameter-free anomaly scores. Anomalies, defined as observations with an 

atypical combination of features are isolated in fewer partitions, which has a lower average 

path length and higher anomaly scores [9]. 

Autoencoder Neural Network: It is a symmetric 5-layered network 

(42→32→16→8→16→32→42) that is trained by minimizing the mean-squared 

reconstruction error on only normal transactions. For the inference, the anomaly score for an 

input transaction is the reconstruction error of that transaction according to learnt normal 

representations.At inference, the anomaly score of an input transaction would be the 

reconstruction error of the input transaction according to learnt normal representations, with 

transactions that are significantly different from the learnt representations having high scores. 

Graph Neural Network: Two-layer Graph Attention Network (GAT) is applied to a transaction 

graph incrementally maintained. The features for the node are transaction statistics based on 

the account; the features for the edge are the currency pair and the amount of the transactions. 

The GAT combines neighbourhood attention-weighted representations to generate node-level 

anomaly embeddings [17]. 

 

Gradient Boosting: An XGBoost classifier with 500 estimators, maximum depth 6 and learning 

rate 0.05 is trained with class-weight adjusted objective on the complete labelled training set 

to reduce the class imbalance issue. The top predictors of the model are confirmed by the 

SHAP-based feature importance analysis and are in line with previously known AML risk 

factors [8]. 

 

4.4 Ensemble Voting and Decision Layer  

The four base model scores {s_IF, s_AE, s_GNN, s_GB} are added up using a soft voting 

ensemble with optimised weights {0.15, 0.30, 0.30, 0.25} which are found using bayesian 

optimisation on the validation set. The final anomaly score s_ensemble = Σ wⱼ · sⱼ is compared 

to an adaptive threshold τ that is calibrated at the operational deployment stage to keep the false 

positive rate at 0.5%. Any transactions that are not less than τ are sent to an alert queue that is 

consumed by the Compliance Management System, where the case prioritisation is done by 

the Risk Score Computation sub-module, which uses regulatory jurisdiction weight 

adjustments [3]. Every alert is recorded on an immutable audit trail in line with EU AMLD6 

data retention standards. 

 

5. Experimental Evaluation 

 

5.1 Experimental Setup 

All the experiments were performed on a cluster of four nodes, each node containing Intel Xeon 

Gold 6230 processors (20 cores at 2.1 GHz) and 128 GB DDR4 RAM memory and NVIDIA 

Tesla V100 GPUs (16 GB). The software stack includes Python 3.9, TensorFlow 2.8, scikit-

learn 1.0, PyTorch Geometric 2.0 and XGBoost 1.5. Neural models have been trained with 200 

trials and tree-based models have been trained with 100 trials using Optuna 2.10 for 

hyperparameter optimisation. The reported metrics are averaged across 5 folds of stratified 

cross validation. The differences between the performances were evaluated statistically at α = 

0.05 by paired Wilcoxon signed-rank test. 

 

5.2 Baseline Comparisons 

Comparative performance metrics of all the models evaluated are given in Table 2. Proposed 

ensemble achieves significantly better results compared to all the baselines on all the metrics. 
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The ensemble performs better than the best single model (Autoencoder NN), with an AUC-

ROC of 0.981 and 0.963, respectively, which is a statistically significant difference (p < 0.01). 

The F1-score of 0.925 is an improvement of 5.5 percentage points over the 2nd best model 

(GNN: 0.887). In particular, the ensemble, which includes four parallel model inferences, 

completes the inference in 14.8ms per transaction, well within the 50ms SLA. 

 

Table 2. Performance Comparison of Anomaly Detection Models on the SWIFT Test 

Dataset 

Model Precision Recall F1-

Score 

AUC-

ROC 

AUC-

PR 

Laten

cy 

(ms) 

Logistic 

Regression 

(Baseline) 

0.743 0.681 0.711 0.841 0.692 1.2 

Isolation 

Forest 

0.812 0.774 0.793 0.912 0.798 3.1 

One-Class 

SVM 

0.798 0.761 0.779 0.897 0.781 18.4 

Autoencoder 

Neural 

Network 

0.891 0.863 0.877 0.963 0.884 5.8 

Graph Neural 

Network 

0.904 0.871 0.887 0.955 0.896 9.3 

XGBoost 0.883 0.857 0.870 0.947 0.871 2.9 

Ensemble 

(Proposed) 

0.932 0.918 0.925 0.981 0.943 14.8 

 

Note: Highlighted row (blue) denotes the proposed ensemble framework. Bold indicates best 

score per column. AUC-PR = Area Under Precision-Recall Curve. 

 

5.3 ROC Analysis 

All models tested are presented in terms of Receiver Operating Characteristic (ROC) curves in 

figure 2, which show the trade-off between the true positive rate and false positive rate as a 

function of the decision threshold. The discriminative performance of the proposed ensemble 

(AUC = 0.981) is shown to be superior over the entire range of FPRs, and more markedly over 

the region of low FPRs (FPR < 0.05) that is the most relevant to AML compliance, which is 

the operational region where the workload of the investigators is most affected by the number 

of false positives alerts [5]. 

 

Figure 2. ROC Curves for All Evaluated Anomaly Detection Models. The proposed 

ensemble model (solid dark blue) achieves the highest AUC-ROC of 0.981. 
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5.4 Temporal Anomaly Rate Analysis 

Figure 3 shows the distribution of the volumes of transactions made by SWIFT (in transactions 

per month) and the rates of anomaly detected within the period of evaluation (January 2021 – 

December 2022). The rates of anomalies show moderate month-to-month fluctuations, ranging 

from 1.1% to 3.1%, which are comparable to the seasonal fluctuations in the statistics of 

international trade finance and regulatory enforcement activities. The sensitivity of the 

framework to changing risk contexts is highlighted by the notable increases in the anomaly 

rates in both Q2 2021 and Q4 2022 which are associated with an increase in geopolitical risk 

events and OFAC sanctions list changes. The correlation between the high transaction volume 

and high anomaly rate (Pearson r = 0.41, p = 0.047) aligns with the previous studies of 

transaction layering timing strategies [6] that indicated that the volumes of transactions 

increased in proportion to the number of illicit transactions. 

 

Figure 3. Monthly SWIFT Transaction Volume (bars) and Detected Anomaly Rate 

(orange line) across January 2021–December 2022. The dashed red line marks the 

operational alert threshold of 2.2%. 
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5.5 Feature Importance Analysis 

The feature importance scores obtained by the Gradient Boosting part of the ensemble are 

shown in figure 4, using the SHAP method. Transaction Amount (log transformed) is the most 

discriminative feature (18.2%) and is consistent with the key role of amount-based rules in 

traditional AML typologies [14]. Cross-Border Frequency (24h) comes as the second indicator 

(15.7%) and is important as it is a velocity-based indicator that detects structuring patterns. The 

novelty of transaction counterparty relationships is measured by Sender-Receiver Pair Entropy 

(13.4%), which is a crucial factor for layering detection, especially as launderers start to use 

new sender-receiver pairs to mask transaction origins [13]. In the context of the FATF 

Recommendations [3], Country-Risk Index Delta (10.2%) confirms the importance of the 

regulatory approach based on the risk assessment of the jurisdictions. 

 

Figure 4. Top-10 Feature Importance Scores Derived via SHAP Analysis of the Gradient 

Boosting Component. Colour intensity reflects importance tier: high (dark blue ≥ 10%), 

medium (light blue 6–10%), low (grey < 6%). 

 

 
 

5.6 Scalability Evaluation 

The processing latency in the proposed ensemble is shown as a function of transaction 

throughput in Figure 5, along with two competing approaches. The proposed framework 

achieves sub-50 milliseconds latency up to 16,000 TPS and then the latency starts to climb 

significantly once queues are saturated, which causes Flink operator back-pressure. The 

Autoencoder NN, on the other hand, achieves a latency above the 50 ms SLA for 4,000 TPS 

because of the overhead incurred by the GPU inference queue without optimal batching, in the 

high-concurrency scenario, the Isolation Forest suffers from latency degradation at or before 

8,000 TPS due to tree traversal bottlenecks. Achieving a favourable scalability profile for the 

ensemble is enabled by the parallelized model serving through the TensorFlow Serving and 

horizontal pod autoscaling on Kubernetes [20] for the models. 

 

 

 

 

 



Rajesh Kumar Grandhi 1834 

 

Figure 5. Processing Latency vs. Transaction Throughput (log scale). The dashed red 

line marks the 50 ms SLA threshold. The shaded region indicates the compliance zone 

for the proposed ensemble. 

 

 
 

5.7 Ablation Study 

The findings from a systematic ablation study that investigated each framework component's 

contribution is shown in Table 3. The highest degradation in performance (ΔAUC = −0.047) 

occurs when the sliding window aggregation module is removed, thus showing that the 

temporal velocity features are the most informative inputs to the anomaly detection in 

streaming SWIFT data. The removal of the GNN component results in a ΔAUC of −0.023, 

highlighting the predictive power of structural graph topology without the GNN component. A 

static threshold mechanism is considered because replacing it with a dynamic threshold 

mechanism results in ΔAUC = −0.060, consistent with the concept drift literature [21] that 

static threshold mechanisms are inapplicable when transaction distributions change. 

 

Table 3. Ablation Study: Impact of Component Removal on Ensemble AUC-ROC 

Performance 

Configuration Precision Recall F1-

Score 

AUC-

ROC 

ΔAU

C 

Full Ensemble 

(Proposed) 

0.932 0.918 0.925 0.981 — 

w/o Graph Neural 

Network 

0.911 0.887 0.899 0.958 −0.02

3 

w/o Autoencoder 

Component 

0.903 0.874 0.888 0.951 −0.03

0 

w/o Sliding 

Window 

Aggregation 

0.886 0.851 0.868 0.934 −0.04

7 
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w/o Country-Risk 

Index Feature 

0.918 0.891 0.904 0.963 −0.01

8 

Static Threshold 

(no adaptive) 

0.867 0.843 0.855 0.921 −0.06

0 

Batch Processing 

(non-streaming) 

0.929 0.915 0.922 0.978 −0.00

3 

 

Note: ΔAUC denotes the change in AUC-ROC relative to the full ensemble. Red cells indicate 

statistically significant degradation (p < 0.05, paired Wilcoxon test). 

 

6. Discussion 

 

6.1 Regulatory Compliance Implications 

The design of the framework is clear and explicit with three large international regulatory 

frameworks. The GNN component is able to accurately model correspondent banking chains, 

which directly aids with the FATF Recommendation 16 (also known as the "Travel Rule"), 

which requires that originator and beneficiary information be included with wire transfers, and 

that structurally anomalous transfer routing patterns be flagged. The EU's Sixth Anti-Money 

Laundering Directive (6AMLD) broadens the definition of legal persons to whom ML is 

applicable and adds 22 predicate offences; the risk scoring system in the framework classifies 

typologies of anomalies detected by the automated system under the framework to predicate 

categories of the 6AMLD, thus enabling automated pre-classification of potential violations 

[3]. Within the ML pipeline, Basel III correspondent banking guidelines call for financial 

institutions to carry out enhanced due diligence (EDD) for high-risk jurisdictions, which is 

directly implemented in the country-risk index delta feature. 

 

6.2 Practical Deployment Considerations 

Several operational issues need to be tackled to successfully implement the framework in a real 

SWIFT environment. Periodic retraining is needed for model drift management and is based 

on a set of performance degradation signals monitored (e.g., AUC-PR below 0.90, over a 

specified evaluation window). The unbalanced nature of AML datasets requires constant 

evaluation of model performance as opposed to global accuracy, with class-specific 

performance metrics. The requirement for explainability that laid out in the EU AI Act 

provisions on high-risk financial AI systems will require a particular kind of explanation 

generation for every transaction that is flagged as an alert, the framework allows for that with 

a dedicated explanation microservice. In transactions that are escalated to the SAR filing stage, 

GDPR Article 22 (automated adverse decision) is handled using a mandatory human in the 

loop review [7]. 

 

6.3 Limitations 

In a few instances there are certain restrictions to be noted. First, the ground-truth labels are 

incomplete, and they are obtained from regulatory SARs, which are yet another form of noise 

in the labels.First, the ground-truth labels are incomplete and are obtained from regulatory 

SARs, which is another source of label noise. Second, this data has a specific geographical and 

institutional coverage; further validation is required for generalising this data to small-scale 

regional banks or to non-EU jurisdictions with different transaction pattern profile. Third, 

because of state management constraints, the GNN component is implemented on a snapshot 
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graph of transactions updated every 5 minutes, whereas a continuous graph update mechanism 

would be an improvement to structural anomaly detection. Fourth, the framework is tested 

under synthetic throughput load, but there are additional complexities in the deployment that 

were not considered during the scalability experiments, such as network partitions, SWIFT 

gateway failures and Kafka broker rebalancing. 

 

7. Conclusion 

In this paper, the authors filled a gap between the theoretical literature on the use of ML for 

AML and real-world regulatory compliance needs, by outlining a comprehensive framework 

for streaming AML in cross-border SWIFT transactions. The proposed architecture achieves 

state-of-the-art AUC-ROC and F1-scores of 0.981 and 0.925 on a 3.5-million transaction 

dataset of SWIFT, with efficient inference latency of less than 50ms at up to 16,000 transactions 

per second. 

Sliding window temporal aggregation and graph-structural modelling were the most impactful 

changes to the framework, resulting in ΔAUC improvements of 0.047 and 0.023 over the 

ablated frameworks, respectively. The framework's regulatory harmonisation with the FATF 

recommendation 16, the EU 6AMLD and the Basel III correspondent banking guidelines 

makes it a ready-to-go compliance tool for international banking institutions faced with a 

growing AML regulatory framework. 

Future research directions are: (i) extending transformer-based language models to enable 

semi-structured parsing of SWIFT message fields; (ii) federated learning extensions to provide 

for multi-institutional training without sharing cross-institutional data; (iii) adaptive concept 

drift detection with online model updating; and (iv) generation of counterfactual explanations 

to support investigator-facing compliance workflows in emerging XAI regulatory 

requirements. 
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